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🏛️ Audits are now law…

“[…] shall be subject at 

their own expense and 

at least once a year, to 

independent audits”

DSA Art. 37(Audits)

“[…] require access to 

any data and 

algorithms of 

undertakings […]”

DMA Art. 21(RFI)

“[…] request access to 

the general-purpose AI 

model concerned 

through APIs […]”

AI Act Art. 92(Evals)

… but providers see the auditor coming

showed a fake app to competitors and undercover 

regulators. NYT 2017

detected emission tests; up to 40× the NOx limit on 

the road vs emission tests. EPA 2015

deleted exactly the scam ads regulators searched for, 

without improving moderation. Reuters 2025

used different Llama 4 models for different 

benchmarks: results were “fudged a little bit” (Y. 

LeCun). FT 2026

🔧 Patching is cheap
Context: demographic parity 𝑑𝑆  audit. Audit set 𝑆, tolerance 𝜀.

𝑑𝑆 = 𝑝1,𝑆 − 𝑝0,𝑆 , audit passes iff |𝑑𝑆| ≤ 𝜀.

Proposition 1. To pass, the provider must flip at least

𝑚vanilla ≥ ⌈(|𝑑true| − 𝜀) ⋅ 𝑛min⌉

predictions, with 𝑛min the size of the smallest group in 𝑆.

🧰 Other robust audits tools
no trust

in provider

cheap for

auditor

cheap for

provider

any

model
Other views (research APIs, 

canaries)

✗ ✓ ✓ ✓

External info (labels, priors) ∼ ✗ ✓ ✓
Verified inference (ZKP, 

MPC, TEE)

✓ ∼ ✗ ✗

R2esPIR (canaries + PIR) ∼ ✓ ✓ ✓
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👁️ 𝑆 (known)

𝐴 = 1

𝐴 = 0

🐦️

🐦️
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not audited: still unfair

1 flip suffices:

𝑑𝑆 : 0.2 → 0.1 ≤ 𝜀 ✓

🐦️ ℙ(caught) = 14%
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𝐶 🔒️ 𝑆 (hidden)

𝐴 = 1

𝐴 = 0

🐦️

🐦️
🐦️

6 flips needed:

𝑑𝐶 : 0.2 → 0 (best effort)

🐦️ ℙ(caught) = 27%
(here, one is hit)

Providers patch only what they 
know you audit.
This paper: hide the audit set 𝑆 in a large candidate set 𝐶  with Private Information 

Retrieval. To pass, the provider must fix all of 𝐶 .

Auditor Provider

1  agree on candidate set 𝐶 , |𝐶| = 𝑁

2  label all of 𝐶 :

𝐷[𝑖] = ℎ̃(𝑥𝑖)
commit: hint 𝐻 , proof 𝑍

3  check proof,

sample 𝑆 ⊂ 𝐶
+ 🐦️ canaries

for each 𝑥𝑖 ∈ 𝑆, stored at 𝐷[𝑖𝑟, 𝑖𝑐]
4  🔒️ Enc𝑠(onehot(𝑖𝑐))

5  🔒️ 𝑣 = 𝐷 × Enc𝑠(…)
learns nothing

about 𝑖 🤷

6  decrypt 𝑣[𝑖𝑟] with 𝑠, 𝐻  → ℎ̃(𝑥𝑖)

7  pass iff |𝑑𝑆| ≤ 𝜀 on ℎ̃(𝑆)
caught if a canary’s ℎ̃(𝑥𝑗) ≠ ℎ(𝑥𝑗) (public API)

🧮 R2esPIR increases detection

Theorem 1. For 𝑆 uniform in 𝐶 , |𝑑𝐶 | ≤ 𝜀 − 𝛾 ensures passing 

w.p. ≥ 1 − 𝛿. Reaching it takes

𝑚R2esPIR ≥ ⌈(|𝑑𝐶,true| − 𝜀 + 𝛾) ⋅ 𝑁min⌉ 𝛾 = √2 ln(4/𝛿)
𝑛min

With 𝑘 canaries: ℙ(caught) = 1 − (1 − 𝑞𝑚/𝑁)𝑘

📊 ×4 flips, up to ×2 detection
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Figure 1:  Flips to pass (Prop. 1) or reach |𝑑𝐶 | ≤ 𝜀 −
𝛾 (Thm. 1, 𝜀 ≥ 𝛾 ≈ 0.21), balanced |𝑆| = 400, |𝐶| =
2000, 𝛿 = 0.05.
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Figure 2:  𝑘 canaries (𝑞 = 0.8) vs a provider hiding 

half its unfairness (𝜀 = |𝑑𝐶,true| /2), same |𝑆| for 

both. Here 𝜀 < 𝛾: R2esPIR’s best effort is 𝑑𝐶 = 0.

⚡️ PIR is efficient
labels in 𝐶 220 230 233 235 236

time / query 1 ms 28 ms 117 ms 1.6 s 3.6 s

bytes / query 8 KiB 290 KiB 855 KiB 1.7 MiB 2.4 MiB
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